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Abstract

We present a generative model and stochastic Itering #lgor for si-
multaneous tracking of 3D position and orientation, najerimotion,
object texture, and background texture using a single cam#fe show
that the solution to this problem is formally equivalent tochastic |-
tering of conditionally Gaussian processes, a problem foickv well
known approaches exist [3, 8]. We propose an approach basediwote
Carlo sampling of the nonlinear component of the procesg¢bimo-
tion) and exact ltering of the object and background tegtigiven the
sampled motion. The smoothness of image sequences in tichgpace
is exploited by using Laplace's method to generate propgistibutions
for importance sampling [7]. The resulting inference aitdon encom-
passes both optic ow and template-based tracking as dpeasas, and
elucidates the conditions under which these methods ammalpt We
demonstrate an application of the system to 3D non-rigid feacking.

1 Background

Recent algorithms track morphable objects by solving opticequations, subject to the
constraint that the tracked points belong to an object whnaserigid deformations are
linear combinations of a set of basic shapes [10, 2, 11]. dlhégorithms require precise
initialization of the object pose and tend to drift out ofgaiment on long video sequences.
We presenG- ow, a generative model and stochastic Itering formulatiortratking that
address the problems of initialization and error recoverg principled manner.

We de ne a non-rigid object by the 3D locationsmfvertices. The object is a linear com-
bination ofk xed morph bases, with coef cients = [ ¢;; C;; :o]". The xed3 k
matrix h; contains the position of thigh vertex in allk morph bases. The transformation
from object-centered to image coordinates consists ofaioot, weak perspective projec-
tion, and translation. Thus, the 2D location of théth vertex on the image plane, is
Xj = grhijc+ [; Q)

wherer is the3 3rotation matrix) isthe2 1translation vector,and= 399 isthe
projection matrix. The objeqiose u;, comprises both the rigid motion parameters and the
morph parameters at tinte

up = fr(t);1(t); c(t)o: ()



1.1 Optic ow

Lety; represent the current image, andXefu;) index the image pixel that is rendered by
theith object vertex when the object assumes paseSuppose that we know; i, the
pose attimg¢ 1, and we want to ndu, the pose at timé. This problem can be solved
by minimizing the following form with respect toy :

X )
0y = argmin 3 e (xi(u)) v a(Xi(ue 2))]°: 3
t i=1

In the special case in which the(u;) are neighboring points that move with the same
2D displacement, this reduces to the standard Lucas-Kaotite ow algorithm [9, 1].
Recent work [10, 2, 11] has shown that in the general casepfitimization problem can
be solved ef ciently using the Gauss-Newton method. We taile advantage of this fact
to develop an ef cient stochastic inference algorithm witthe framework of G- ow.

Notational conventions Unless otherwise stated, capital letters are used for randoi-
ables, small letters for speci ¢ values taken by randomalaas, and Greek letters for xed
model parameters. Subscripted colons indicate sequeragsX 1 = X1  X;. The
terml, stands for the n identity matrix,E for expected valuey ar for the covariance
matrix, andV ar ! for the inverse of the covariance matrix (precision matrix)

2 The Generative Model for G-Flow

Figure 1:Left: a(U;) determines which texel (color at a vertex of the object model or a pitéieo
background model) is responsible for rendering each image gright: G- ow video generation
model: At timet, the object's 3D posd):, is used to project the object textuMd,, into 2D. This
projection is combined with the background textuBe, to generate the observed imaye,

We model the image sequen¥eas a stochastic process generated by three hidden causes,
U, V, andB, as shown in the graphical model (Figure 1, right). Tine 1random vector

Y; represents then-pixel image at timg. Then 1 random vectoV; and them 1
random vectoB; represent tha-texel object texture and thra-texel background texture,
respectively. As illustrated in Figure 1, left, the objedsp,U;, determines onto which
image pixels the object and background texels project a tinT his is formulated using

the projection functiom(U;). For a given posey;, the projectiora(u;) is a block matrix,

a(u) £ a(up) | ap(ur) : Herea,(u;), the object projection function, isan n

matrix of Os and 1s that tells onto which image pixel eachabjertex projects; e.g., a 1
at rowj , columni it means that théth object point projects onto image pixel Matrix ay,
plays the same role for background pixels. Assuming thegforend mapping is one-to-
one,weledy, = I, ay(up)ay(u)', expressing the simple occlusion constraint that every



image pixel is rendered by object or background, but not.béilthe G- ow generative
model:

o= aU) gl W We N@© wlm);  w>0

U p(ugjue 1) 4)
Vi=V, 1+2Z)Y, ZY 1 N(@O; ); v Is diagonal
By=By 1+2Z2, Zb . N(O; ) p is diagonal

wherep(u; j Uy 1) is the pose transition distribution, a@Y; Z°; W are independent of
each other, of the initial conditions, and over time. Therfaf the pose distribution is left
unspeci ed since the algorithm proposed here does not rediae pose distribution or the
pose dynamics to be Gaussian. For the initial conditionsggaire that the variance o
and the variance d8; are both diagonal.

Non-rigid 3D tracking is a dif cult nonlinear Itering prolem because changing the pose
has a nonlinear effect on the image pixels. Fortunatelyptioblem has a rich structure
that we can exploit: under the G- ow model, video generai®a conditionally Gaussian
process [3, 6, 4, 5]. If the speci ¢ values taken by the pospisaceu;.;, were known,
then the texture processa&s.andB, and the image process, would be jointly Gaussian.
This suggests the following scheme: we could use parti¢erig to obtain a distribution
of pose experts (each expert corresponds to a highly prelsavhple of posey;.;). For
each expert we could then use Kalman Itering equations fierithe posterior distribution
of texture given the observed images. This method is knoviindrstatistics community as
a Monte Carlo ltering solution for conditionally Gaussignocesses [3, 4], and in the ma-
chine learning community as Rao-Blackwellized particlesring [6, 5]. We found that in
addition to Rao-Blackwellization, it was also critical teauLaplace's method to generate
the proposal distributions for importance sampling [7].the context of G- ow, we ac-
complished this by performing an optic ow-like optimizati, using an ef cient algorithm
similar to those in [10, 2].

3 Inference

Our goal is to nd an expression for the ltering distributipp(us; vi; b j ya:t). Using the
law of total probability, we rkave the following equation the Itering distribution:

p(ug; Vi by jyse) = P(ut;vt;bc{;fll:t 1;y1;t; P(ul:t {;jymg dug 1 (5)

Opinion Credibility
of expert of expert

We can think of the integral in (5) as a sum over a distributibexperts, where each expert
corresponds to a single pose histary,; 1. Based on its hypothesis about pose history,
each expert has aspinion about the current pose of the objedt, and the texture maps
of the object and backgroun®f; andB;. Each expert also hascaedibility, a scalar that
measures how well the expert's opinion matches the obsémagey;. Thus, (5) can be
interpreted as follows: The Itering distribution at tinbés obtained by integrating over the
entire ensemble of experts the opinion of each expert weigby that expert's credibility.
The opinion distribution of expert;.; 1 can be factorized into the expert's opinion about
the posdJ; times the conditional distribution of textukg; B given pose:

P(Ut;Vt; o} %Zulzt l;Y1:t? = P(Ut j UJ{;} l;Y1:t; P(VI; o} j{gl:t;yl:t; (6)
Opinion Pose Opinion Texture Opinion
of expert given pose

The rest of this section explains how we evaluate each terfd)iand (6). We cover the
distribution of texture given pose in 3.1, pose opinion &, &nd credibility in 3.3.



3.1 Texture opinion given pose

The distribution of; andB; given the pose histony; .; is Gaussian with mean and covari-
ance that can be obtained using the Kalman Iter estimatmmaédons:
Var Y(Vi;Brjure;yie) = Var *(Vi;Bejure 13y 1)+ au)’ ,ta(uy) (7)
E(M;iBtjurt;yne) = Var(Vi; Bej us; yit)

Var M(Vi;Bijuwt 13y )EM:Brjuse 1y 1)+ au)’ Wlye (8)
Thisrequirep(V;; Btjurt 1;Y¥1t 1), which we get from the Kalman prediction equations:
E(M:Btjurt 1yt 1)= EM 1:Be 1)Ut 15Y1t 1) 9
. . 0

Var(Vi;Bijuie 1iyie 1) = Var(ve 1iBe 1juie sy )+ o0 (10)

In (9), the expected valug (V;; B¢ j U1t 1;Y1:t 1) consists of texture maps (templates)
for the object and background. In (18),ar(V;; Bt j Ut 1;Y1:t 1) represents the degree
of uncertainty about each texel in these texture maps. Shisés a diagonal matrix, we
can refer to the mean and variance of each texel individubdy theith texel in the object
texture map, we use the following notation:

£t element of (Vi juse 1;y1: 1)
Ei:i)th element oV ar(Vi j Ure 1;Y1t 1)

¢ (i)

Y(i)
Similarly, de ne P(j) and P(j) as the mean and variance of thi# texel in the back-
ground texture map. (This notation leaves the dependenay.om andy;.; 1 implicit.)

3.2 Pose opinion

Based on its current texture template (derived from theohystf poses and images up to
timet 1)andthe newimagg, each expenty.; 1 has gose opinionp(ujus:t 1;Y1:t), @
probability distribution representing that expert's bédiabout the pose at tinieSince the
effect ofu; on the likelihood function is nonlinear, we will not attenipt nd an analytical
solution for the pose opinion distribution. However, dugh® spatio-temporal smoothness
of video signals, it is possible to estimate the peak andwag of an expert's pose opinion.

3.2.1 Estimating the peak of an expert's pose opinion

We want to estimaté; (u;.¢ 1), the value olu; that maximizes the pose opinion. Since
P(yut 1)Ut 1)
P(Y1:t j Ust 1)

0c(uze 1) Fargmax pus j upe 1Y) = argmax p(us j Ue 1) p(Y j Ureiyae 1)
: : (12)

We now need an expression for the nal term in (12), the prdic distribu-
tion p(y: j uit;y1t 1). By integrating out the hidden texture variables from
p(y:; ve; b juit; vt 1), and using the conditional independence relationshipsele by
the graphical model (Figure 1, right), we can derive:

p(Ut j Ut 1;Y1t) = p(ue jue 1) P(Ye j Ure; Y 1); (11)

. m 1 . . .
logp(yt j Us:e; Y1t 1) = E|092 EIOgjvar(YtJUl:t;yl:t 1)]

1 (Oxi(u))  YEN2 1 X () RG))2.

2. O+ w B+ w

- (13)
j 62X(ut)



wherex; (ut) is the image pixel rendered by thi object vertex when the object assumes
poseu;, and X (u;) is the set of all image pixels rendered by the object undee pes
Combining (12) and (13), we can derive

Ot (Ut 1)=argumin logp(ue jur 1) (14)
' |
10 () YO beOa(u)) PO (un))? b '
+ - v log[ {(xi(u))+ wl
2 0w )t W e }
Foreground term Background terms

Note the similarity between (14) and constrained optic @j. (For example, focus on the
foreground term in (14) and ignore the weights in the denamoin The previous image

yi 1 from (3) has been replaced by( ), the estimated object texture based on the images
and poses up to time 1. As in optic ow, we can nd the pose estimat (Uit 1)

ef ciently using the Gauss-Newton method.

3.2.2 Estimating the distribution of an expert's pose opindn

We estimate the distribution of an expert's pose opiniomgisi combination of Laplace's
method and importance sampling. Suppose at timel we are given a sample of experts

indexed byd, each endowed with a pose sequengf_’é 1, a weightwt(d)l, and the means
and variances of Gaussian distributions for object anddpackd texture. For each expert

u(ldt) 1, We use (14) to compuuﬁéd), the peak of the pose distribution at tirnaccording

to that expert. De ne"t(d) as the inverse Hessian matrix of (14) at this peak, the Laplac
estimate of the covariance matrix of the expert's opinione #hen generate a set sf

independent samplémgd;e) :e=1; ;sgfroma Gaussian distribution with mealﬁd)

and variance proportional fdd), o( joﬁd); "t(d)); where the parameter 0 determines
the sharpness of the sampling distribution. (Note thanigtt ! 0 would be equivalent to
simply setting the new pose equal to the peak of the poseurpiuﬁd;e) = ’Uﬁd) .) To nd
the parameters of this Gaussian proposal distribution, seetlie Gauss-Newton method,
ignoring the second of the two background terms in (14). Téim is not ignored in the
importance sampling step.)

To re ne our estimate of the pose opinion we use importancepdag. We assign each
sample from the proposal distribution an importance weiglit); €) that is proportional to
the ratio between the posterior distribution and the prapdistribution:

x .
TG RN (de)yp Wi(d;€)
B(Ug j Ui 15Y1t) . (U ug )Pifs:l W@ ) (15)

p(ul®™® jul®)plye j ul? i ul* e 1)

d; . d). d
g(u{*® jal?; Al

The numerator of (16) is proportional p()uﬁd;e)ju(l‘:jt) 1:Y1:t) by (12), and the denominator

of (16) is the sampling distribution.

Wi (d; e) = (16)

3.3 Estimating an expert's credibility

The credibility of thedth expert,p(u'®? , j ya.1), is proportional to the product of a prior
term and a likelihood term:

(d)

p(u jyi4) = p(u(l(:jt) 1] Y1t 1)p(ytju(1‘:’t) UYLt 1)
1t 1 t) — .

pOe I yre 1) (17




Regarding the likelihood,

z z
P(Ytjust 15y 1) = P(Yt;UjUse 15Y1e 1)dup = p(YejUses Yie 1)P(Ugjur 1)dug
(18)
We already generated a set of samrﬁleg’;e) :e=1; ;sgthat estimate the pose opin-

ion of thedth expert,p(u; j u(ldt) 11Y1:t). We can now use these samples to estimate the
likelihood for thedth expert:
Z

Py jusY yae 1) = PO Ul 1iueyie 1)p(uej ul®)du (19)
Z
= p(ytju(lc:it) 13 Ug; Y1t 1)9(Ut10§d)? At(d))

P
Puju®y) T e wi(die
o(urj o”; ) s

3.4 Updating the Itering distribution

Once we have calculated the opinion and credibility of eaqiegu,.; 1, we evaluate the
integral in (5) as a weighted sum over experts. The cretésliof all of the experts are
normalized to sumto 1. New expetig; (children) are created from the old exparis 1
(parents) by appending a paseto the parent's history of poses.; 1. Every expertin the
new generation is created as follows: One parent is chossretthe child. The probability
of being chosen is proportional to the parent's credibilitiie child's value olJ; is chosen
at random from its parent's pose opinion (the weighted sasgéscribed in Section 3.2.2).

4 Relation to Optic Flow and Template Matching

In basic template-matching, the same time-invariant textnap is used to track every
frame in the video sequence. Optic ow can be thought of agptate-matching with a
template that is completely reset at each frame for use isubsequent frame. In most
cases, optimal inference under G- ow involves a combinatid optic ow-based and
template-based tracking, in which the texture templatelugtly evolves as new images
are presented. Pure optic ow and template-matching emasgpecial cases.

Optic Flow as a Special Case Suppose that the pose transition probabitify; j u; 1)
is uninformative, that the background is uninformativeittbvery texel in the initial object

texture map has equal variansear(V;) = | ,, and that the texture transition uncertainty
is very high, ! diag(1 ). Using (7), (8), and (10), it follows that:
Y =laue D1'ye 1=y a(xi(ue 1)) ; (20)

i.e., the object texture map at tinteis determined by the pixels from image ; that
according to pose; 3 were rendered by the object. As a result, (14) reduces to:

. X 2
O¢ (U 1) = argmin > Ye(Xi(u))  ye 1(Xi(u 1)) (21)
Ut i=1

which is identical to (3). Thus constrained optic ow [10,2] is simply a special case of
optimal inference under G- ow, with a single expert and wsdmpling parameter ! 0.

The key assumptionthat, ! diag(1l ) means that the object's texture is very different in
adjacent frames. However, optic ow is typically appliedsituations in which the object's
texture in adjacent frames is similar. The optimal solufiosuch situations calls not for
optic ow, but for a texture map that integrates informatimeross multiple frames.



Template Matching as a Special Case Suppose the initial texture map is known pre-
cisely,V ar(V;) = 0, and the texture transition uncertainty is very low, ! 0. By (7),

(8), and (10), itfollows that{ (i) = { ,(i)= 1J(i);i.e., the texture map does not change
over time, but remains xed at its initial value (it is a teréitemplate). Then (14) becomes:

X 2
0¢(upy 1) = argmin yi(Xi (ut)) HO! (22)

Nl

where (i) is theith texel of the xed texture template. This is the error fuontmini-
mized by standard template-matching algorithms. The keyraption that , ! 0 means
the object's texture is constant from each frame to the nexich is rarely true in real data.
G- ow provides a principled way to relax this unrealisticsasnption of template methods.

General Case In general, if the background is uninformative, then mirzimg (14) re-

sults in a weighted combination of optic ow and template afég, with the weight of
each approach depending on the current level of certaindytathe object template. In
addition, when there is useful information in the backgrhu®- ow infers a model of the
background which is used to improve tracking.

Figure 2:G- ow tracking an outdoor video. Results are shown for frames 1a8t, 620.

5 Simulations

We collected a video (30 frames/sec) of a subject in an outsieiting who made a variety
of facial expressions while moving her head. A later motiapture session was used to
create a 3D morphable model of her face, consisting of a Sehwdrph basek(= 5).

Twenty experts were initialized randomly near the corrextepon frame 1 of the video
and propagated using G- ow inference (assuming an uninébiva background). See
http://mplab.ucsd.edu for video. Figure 2 shows the distion of experts for three frames.
In each frame, every expert has a hypothesis about the passlétion, rotation, scale, and
morph coef cients). The 38 points in the model are projedtead the image according to
each expert's pose, yielding 760 red dots in each frame.dh #Tame, the mean of the ex-
perts gives a single hypothesis about the 3D non-rigid dedition of the face (lower right)
as well as the rigid pose of the face (rotated 3D axes, lovigr Motice G- ow's ability to
recover from error: bad initial hypotheses are weeded eavjhg only good hypotheses.

To compare G- ow's performance versus deterministic caaised optic ow algorithms
such as [10, 2, 11] , we used both G- ow and the method fromd2tack the same video
sequence. We ran each tracker several times, introduciagj ermors in the starting pose.



Figure 3: Average error over time for G- ow (green) and for deterministic optawv [2] (blue).
Results were averaged over 16 runs (deterministic algorithm) or 4 @we) and smoothed.

As ground truth, the 2D locations of 6 points were hand-ledhéh every 20th frame. The
error at every 20th frame was calculated as the distancetfiese labeled locations to the
inferred (tracked) locations, averaged across several fieigure 3 compares this tracking
error as a function of time for the deterministic constrdiogtic ow algorithm and for a
20-expert version of the G- ow tracking algorithm. Notideat the deterministic system
has a tendency to drift (increase in error) over time, wre@aow can recover from drift.
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