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Abstract

In previous work we presented an efficient approach to coimgker-
nel summations which arise in many machine learning metbaods as
kernel density estimation. This approach, dual-tree @oomwith finite-
difference approximation, generalized existing methodsiimilar prob-
lems arising in computational physics in two ways apprdprfar sta-
tistical problems: toward distribution sensitivity andhgeal dimension,
partly by avoiding series expansions. While this provedddhe fastest
practical method for multivariate kernel density estiroatat the optimal
bandwidth, it is much less efficient at larger-than-optifm@ahdwidths.
In this work, we explore the extent to which the dual-treerapph can
be integrated with multipole-like Hermite expansions iderto achieve
reasonable efficiency across all bandwidth scales, thonlytfar low di-
mensionalities. In the process, we derive and demonstiatéirst truly
hierarchical fast Gauss transforms, effectively comlgjrtime best tools
from discrete algorithms and continuous approximatioote

1 Fast Gaussian Summation

Kernel summations are fundamental in both statisticsflegrand computational physics.
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This paper will focus on the common for6i(z,) = f e 22 i.e. where the ker-

r=1
nel is the Gaussian kernel with scaling parametebasrdwidthh, there areVy reference
pointsz,., and we desire the sum fo¥, differentquery pointsc,. Such kernel summations
appear in a wide array of statistical/learning methodsgéthaps most obviously in kernel
density estimation [11], the most widely used distributfoge method for the fundamental
task of density estimation, which will be our main exampladérstanding kernel summa-
tion algorithms from a recently developed unified perspedb] begins with the picture of
Figure 1, then separately considers the discrete and cantiaspects.

Discrete/geometric aspectln terms of discrete algorithmic structure, the dual-treefe-
work of [5], in the context of kernel summation, generaliafisof the well-known algo-
rithms. ! It was applied to the problem of kernel density estimatiofinusing a simple

These include the Barnes-Hut algorithm [2], the Fast MalégMethod [8], Appel's algorithm
[1], and the WSPD [4]: the dual-tree method is a node-noderilgn (considers query regions rather
than points), is fully recursive, can use distributionsitive data structures such kd-trees, and is
bichromatic (can specialize for differing query and refee sets).



Figure 1: The basic idea is to approximate the kernel sum contribuifcsome subset of the ref-
erence points{g, lying in some compact region of spagewith centroidz z, to a query point. In
more efficient schemes a query region is considdredthe approximate contribution is made to an
entire subset of the query poink&; lying in some region of spaa@, with centroidz,.

finite-difference approximation, which is tantamount teeatrtoid approximation. Partially
by avoiding series expansions, which depend explicitlylmdimension, the result was
the fastest such algorithm for general dimension, whenadjpey at the optimal bandwidth.
Unfortunately, when performing cross-validation to det&re the (initially unknown) op-
timal bandwidth, both suboptimally small and large bandigdnust be evaluated. The
finite-difference-based dual-tree method tends to be effict or below the optimal band-
width, and at very large bandwidths, but for intermediafalge bandwidths it suffers.

Continuous/approximation aspect. This motivates investigating a multipole-like series
approximation which is appropriate for the Gaussian keraglintroduced by [9], which
can be shown the generalize the centroid approximation. &ffaelthe Hermite functions
hn(t) by by (t) = e~ H,(t), where the Hermite polynomiald,, (t) are defined by the
Rodrigues formulaH,,(t) = (—1)”et2D”e*t2,t € RL. After scaling and shifting the ar-
gumentt appropriately, then taking the product of univariate fims for each dimension,
we obtain the multivariatelermite expansion
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where we've adopted the usual multi-index notation as inT@js can be re-written as
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r=1a>0

to express the sum asTaylor (local) expansiomabout a nearby representative centroigl
in the query region. We will be using both types of expansgimailtaneously.

Since series approximations only hold locally, Greengawd Rokhlin [8] showed that it
is useful to think in terms of a set of three ‘translation @ters’ for converting between
expansions centered at different points, in order to cith&ie celebrated hierarchical algo-
rithm. This was done in the context of the Coulombic kernet,the Gaussian kernel has
importantly different mathematical properties. The ara@iFast Gauss Transform (FGT)
[9] was based on a flat grid, and thus provided only one ope(d#@L’ of the next sec-
tion), with an associated error bound (which was unfortellyséihcorrect). The Improved
Fast Gauss Transform (IFGT) [14] was based on a flat set ofeckiand provided no op-
erators with a rearranged series approximation, whicmaed to be more favorable in
higher dimensions but had an incorrect error bound. We \itmsthe derivations of all
the translation operators and associated error boundedeedbtain, for the first time, a
hierarchicalalgorithm for the Gaussian kernel.



2 Translation Operators and Error Bounds

The first operator converts a multipole expansion of a refegenode to form a local expan-
sion centered at the centroid of the query node, and is our aggroximation workhorse.

Lemma 2.1. Hermite-to-local (H2L) translation operator for Gaussian kernel(as pre-
sented in Lemma 2.2 in [9, 10])Given a reference nod¥y, a query nodeX,, and the

Hermite expansion centered at a centraig of Xg: G(z,) = E Ajha (rq;hrf) the

Taylor expansion of the Hermite expansion at the cennmdof the query nodeXg, is
given byG(z,) = E Bs (r&;%f) whereB; = =0 1)\13\ Z Aahatp (T%R)

Proof. (sketch) The proof consists of replacing the Hermite fuorcportion of the expan-
sion with its Taylor series. O

Nr @

Note that we can rewrit€'(z,) = ago [Z}l L (%) ] ha ( \‘*/_R) by interchanging

the summation order, such that the term in the brackets dispenly on the reference
points, and can thus be computed indepedent of any quertidaca we will call such

terms Hermite moments. The next operator allows the effige@-computation of the

Hermite moments in the reference tree in a bottom-up fasidm its children.

Lemma 2.2. Hermite-to-Hermite (H2H) translation operator for Gaussian kernel:
Given the Hermite expansion centered at a centroigl in a reference nodeXg::

G(zg) = Z;O Al e (wf/;%?) this same Hermite expansion shifted to a new loca-
oz

tion 2 of the parent node o\ is given byG(z,) = E Ay hy (w‘l IR) where

V2h?
i et
A, = LA, (2zmze)’
v OS%:S’Y (y—a)! V2h?

Proof. We simply replace the Hermite function part of the expandigra new Taylor

series, as follows:
a>0 v h’
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The next operator acts as a “clean-up” routine in a hieraattalgorithm. Since we can
approximate at different scales in the query tree, we musiebow combine all the ap-
proximations at the end of the computation. By performingeatth-first traversal of the
query tree, the L2L operator shifts a node’s local expantidhe centroid of each child.

Lemma 2.3. Local-to-local (L2L) translation operator for Gaussian ker-
nel: Given a Taylor expansion centered at a centraid) of a query node

Xg—T ﬁ . . .
Xo: G(zg) = %jOBg( ‘Qﬁ) , the Taylor expansion obtained by shift-

ing this expansion to the new centroitly of the child nodeXq is G(z,) =

, B-a o
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Proof. Applying the multinomial theorem to to expand about the newterx, yields:

e =S (2]
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whose summation order can be interchanged to achieve thi. res O

Because the Hermite and the Taylor expansion are trunchigedakingp” terms, we incur
an error in approximation. The original error bounds for@eussian kernelin [9, 10] were
wrong and corrections were shown in [3]. Here, we will présghnecessary three error
bounds incurred in performing translation operators. We tioat these error bounds place
limits on the size of the query node and the reference node.

Lemma 2.4. Error Bound for Truncating an Hermite Expansion (as presented in [3])

Suppose we are given an Hermite expansion of a referenceXigdout its centroid: g:
N

R [0}
G(zg) = Y. Anha (2= ) whered, = Y. 4 (Z2=Z2) . Forany query point,, the
(#a) = 2 (225 ;a(m) y query point,

D—1
error due to truncating the series after the figgt term is|e,; (p)| < (1’_\’% ki—:o (’]3)(1 —

D—k
rP)k (&—;) whereVz, € Xg satisfies|z, — 2r||s < rhforr < 1.

Proof. (sketch) We expand the Hermite expansion as a product oflonensional Her-
mite functions, and utilize a bound on one-dimensional Herrfunctions due to [13]:

n g2
ailha(@)] < 25e72 0> 0,2 € RL O

Lemma 2.5. Error Bound for Truncating a Taylor Expansion Converted from an
Hermite Expansion of Infinite Order: Suppose we are given the following Taylor ex-

B
pansion about the centroidg of a query nodeG(z,) = Bs (Z2=2) where
Q (zq) ﬁzzjo B ( Von2 )

%Strain [12] proposed the interesting idea of using Stiftifigrmula (for any non-negative integer
n: (%)™ < nl) to lift the node size constraint; one might imagine thas ttould allow approxi-
mation of larger regions in a tree-based algorithm. Unfaately, the error bounds developed in [12]
were also incorrect. We have derived the three necessamgoted error bounds based on the tech-
niques in [3]. However, due to space, and because usingbbeses actually degraded performance
slightly, we do not include those lemmas here.



Bg = 5 1l Z Aahatp (‘”fj;h_mf) and A,’s are the coefficients of the Hermite ex-

pansion centered at the reference node centroid Then, truncating the series after
D—1 . D—k

p” terms satisfies the error bourd, (p)| < 7= 7)D z_jo ()1 —rp)k (&_%) where

llzg — glloe < rhforr <1,Vz, € Xg.

Proof. Taylor expansion of the Hermite function yields
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These univariate functlons respectively satisty,(z,,, z-,,vqg,) < = and

Up(Tgys Try, Q;) < \/_ . for1 < i < D, achieving the multivariate bound. O

Lemma 2.6. Error Bound for Truncating a Taylor Expansion Converted from an Al-
ready Truncated Hermite Expansion: A truncated Hermite expansion centered about

the centroidzr of a reference nod&(z,) = > Anha (rq;]jf) has the following
a<p
B
Taylor expansion about the centroid, of a query node:G(z,) = Z Cs (’"“;hrf)

where the coefficients; are given byC; = (= — 1 - > Aqhats (mfj_wf)- Truncat-
a<lp 2h

ing the series aftep” terms satisfies the error bourid, (p)| < = 27)2,3 E BRI

» b D=k
(2r)P)?)F (W) for a query nodeX, forwhlch||xq — 20]|os < rh, and

p!
a reference nod& i, for which ||z, — zg|| < rhforr < i,vz, € Xq, vz, € Xg.

Proof. We defineu,; = u,(zq,, 2,20, TR,), Vpi = Up(Tq,, Tr;, TQ,» TR,)s Wpi =
Wy (Tg;, Try s TQ,, TR, ) fOr1 <i < D:
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Note thate — 2r2 =TI (upi + vpi + wp;) for 1 < i < D. Using the bound for

i=1
Hermite functions and the property of geometric series, wia the following upper
bounds:
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3 Algorithm and Results
Algorithm. The algorithm mainly consists of making the function call

DFGT(Q.root,R.root), i.e. calling the recursive functiorDFGT() with the root

nodes of the query tree and reference tree. AfteRE&T () routine is completed, the
pre-order traversal of the query tree implied by the L2L aparis performed. Before the
DFGT() routine is called, the reference tree could be initialiméth Hermite coefficients
stored in each node using the H2H translation operator, ratead we will compute
them as needed on the fly. It adaptively chooses among thresibp® methods for
approximating the summation contribution of the points@d@R to the queries in node
@, which are self-explanatory, based on crude operationtcmm'rmatengm, a running

lower bound on the kernel su(z,) for anyz, € Xgq, is used to ensure locally that
the global relative error is or less. This automatic mechanism allows the user to specify
only an error tolerance rather than other tweak parameters. Upon approximatian, th
upper and lower bounds o for @ and all its children are updated; the latter can be
done in anO(1) delayed fashion as in [7]. The remainder of the routine immelets the
characteristic four-way dual-tree recursion. We alsoetést hybrid method (DFGTH)
which approximates if either of the DFD or DFGT approximatasiteria are met.

Experimental results. We empirically studied the runtim& performance of five algo-
rithms on five real-world datasets for kernel density estiomeat every query point with a
range of bandwidths, from 3 orders of magnitude smaller tdimal to three orders larger
than optimal, according to the standard least-squares-aaiglation score [11]. The naive

3All times include all preprocessing costs including anyadstructure construction. Times are
measured in CPU seconds on a dual-processor AMD Opteron a4Rine with 8 Gb of main mem-
ory and 1 Mb of CPU cache. All the codes that we have writtenatdined are written in C and
C++, and was compiled undeO6 -funrol | - | oops flags on Linux kernel 2.4.26.



algorithm computes the sum explicitly and thus exactly. \&eehlimited all datasets to
50K points so that true relative erraeg. (|@(xq) - Gtme(a:q)|) /Girue(24), Can be eval-

uated, and set the tolerance at 1% relative error for allygoeints. When any method fails
to achieve the error tolerance in less time than twice théte@haive method, we give up.
Codes for the FGT [9] and for the IFGT [14] were obtained frdma authors’ websites.
Note that both of these methods require the user to tweakrgdeas, while the others are
automatic* DFD refers to the depth-first dual-tree finite-differencetmoe [7].

DFGT(Q, R)
PDH =PDL = PH2L = X
i f R.maxside< 2h, ppy = the smallesp > 1 such that

D—1 D—k
D rP min
e & ()=t () <ecw
i f Q.maxside< 2h, ppr, = the smallesp > 1 such that
N =t D k( rP Dk min
ﬁkg_jo(k)u—rp)'(ﬁ) < eGin,
i f max(Q.maxsideR.maxsidg < h, py2;, = the smallesp > 1 such that
D-1 »y(a— (207 \ Pk in
e kz_jo () (@ — (2r)P)2)k (7«%) )(} (2r) )) <Gy

p!

cpr =pByNo. cpr =pB;Nr. cuar = Dphi}. cpirect = DNgNE.
i f no Hermite coefficient of orderp ;; exists forXg,

Compute itecpg = cpH -I—pBHNR.
i f no Hermite coefficient of ordery,;, exists forXp,

Compute it.cyar, = char + pHor Nk

¢ =min(¢pu, oL, CH2L, CDirect )-

i f ¢c=cpy < oo, (Direct Hermite)
Evaluate each, at the Hermite series of ordgp ; centered aboutr of X
using Equation 1.

i f ¢c=cpr < oo, (Direct Local)
Accumulate each,. € X as the Taylor series of ordgy,;, about the center
zq of X¢ using Equation 2.

i f ¢c=cyar < oo, (Hermite-to-Local)
Convert the Hermite series of orde#»;, centered abouty of X to the Taylor
series of the same order centered abeubf X using Lemma 2.1.

i f Cc 7& CDireq:ty
UpdateG™" andG™** in ( and all its childrenr et ur n.

i f leaf(@) and leaf(R),

Perform the naive algorithm on every pair of point€jrandR.
el se

DFGT(Q.left, R.left). DFGT(Q.left, R.right).

DFGT(Q.right, R.left). DFGT(Q.right, R.right).

“For the FGT, note that the algorithm only ensur A(a:q) — Girue(zq)| < 7. Therefore, we

first sett = ¢, halving 7 until the error tolerance was met. For the IFGT, which has multiple
parameters that must be tweaked simultaneously, an altoswdteme was created, based on the
recommendations given in the paper and software docunmemt&ior D = 2, usep = §; for D = 3,
usep = 6; setp, = 2.5; start withK' = v/N and doublek until the error tolerance is met. When this
failed to meet the tolerance, we resorted to additiondlarid error by hand. The costs of parameter
selection for these methods in both computer and human simetiincluded in the table.



Algorithm \ scale | 0.001 [ 0.01 [ 01 [1 [ 10 [ 100 [ 1000

5j2-50000-2 (astronomy: positiond), = 2, N = 50000, h* = 0.00139506

Naive 301.696 301.696 301.696 301.696 301.696 301.696 301.696
FGT out of RAM out of RAM out of RAM 3.892312 2.01846 0.319538 0.183616
IFGT > 2x Naive > 2 x Naive > 2x Naive > 2x Naive > 2 x Naive > 2x Naive 7.576783
DFD 0.837724 1.087066 1.658592 6.018158 62.077669 151.590062 1.551019
DFGT 0.849935 1.11567 4.599235 72.435177 18.450387 2.777454 2.532401
DFGTH 0.846294 1.10654 1.683913 6.265131 5.063365 1.036626 0.68471
colors50k (astronomy: colorsf) = 2, N = 50000, h™ = 0.0016911
Naive 301.696 301.696 301.696 301.696 301.696 301.696 301.696
FGT out of RAM out of RAM out of RAM > 2x Naive > 2 x Naive 0.475281 0.114430
IFGT > 2x Naive > 2 x Naive > 2x Naive > 2x Naive > 2 x Naive > 2xNaive 7.55986
DFD 1.095838 1.469454 2.802112 30.294007 280.633106 81.373053 3.604753
DFGT 1.099828 1.983888 29.231309 285.719266 12.886239 5.336602 3.5638
DFGTH 1.081216 1.47692 2.855083 24.598749 7.142465 1.78648 0.627554
edsgc-radec-rnd (astronomy: angle),= 2, N = 50000, h* = 0.00466204
Naive 301.696 301.696 301.696 301.696 301.696 301.696 301.696
FGT out of RAM out of RAM out of RAM 2.859245 1.768738 0.210799 0.059664
IFGT > 2x Naive > 2 x Naive > 2x Naive > 2x Naive > 2 x Naive > 2xNaive 7.585585
DFD 0.812462 1.083528 1.682261 5.860172 63.849361 357.099354 0.743045
DFGT 0.84023 1.120015 4.346061 73.036687 21.652047 3.424304 1.977302
DFGTH 0.821672 1.104545 1.737799 6.037217 5.7398 1.883216 0.436596
mockgalaxy-D-1M-rnd (cosmology: positiond), = 3, N = 50000, h* = 0.000768201
Naive 354.868751 354.868751 354.868751 354.868751 354.868751 354.868751 354.868751
FGT out of RAM out of RAM out of RAM out of RAM > 2 x Naive > 2xNaive > 2x Naive
IFGT > 2x Naive > 2 x Naive > 2xNaive > 2x Naive > 2 x Naive > 2x Naive > 2x Naive
DFD 0.70054 0.701547 0.761524 0.843451 1.086608 42.022605 383.12048
DFGT 0.73007 0.733638 0.799711 0.999316 50.619588 125.059911 109.353701
DFGTH 0.724004 0.719951 0.789002 0.877564 1.265064 22.6106 87.488392
bio5-rnd (biology: drug activity)D = 5, N = 50000, h™ = 0.000567161
Naive 364.439228 364.439228 364.439228 364.439228 364.439228 364.439228 364.439228
FGT out of RAM out of RAM out of RAM out of RAM out of RAM out of RAM out of RAM
IFGT > 2x Naive > 2 x Naive > 2x Naive > 2x Naive > 2 x Naive > 2x Naive > 2x Naive
DFD 2.249868 2.4958865 4.70948 12.065697 94.345003 412.39142 107.675935
DFGT > 2x Naive > 2 x Naive > 2x Naive > 2x Naive > 2 x Naive > 2x Naive > 2x Naive
DFGTH > 2x Naive > 2 x Naive > 2x Naive > 2x Naive > 2 x Naive > 2x Naive > 2x Naive

Discussion. The experiments indicate that the DFGTH method is able toegelrea-

sonable performance across all bandwidth scales. Unfatélyn none of the series
approximation-based methods do well on the 5-dimensioai@, chs expected, highlight-
ing the main weakness of the approach presented. Pursuiregtions to the error bounds
necessary to use the intriguing series form of [14] may allovincrease in dimensionality.
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