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Abstract

We address the problem of sub-ordinate class recogniilantte distinction be-
tween different types of motorcycles. Our approach is natdigl by observations
from cognitive psychology, which identify parts as the defincomponent of
basic level categories (like motorcycles), while sub-oati categories are more
often defined by part properties (like 'jagged wheels’). éatingly, we suggest
a two-stage algorithm: First, a relational part based dbjeadel is learnt using
unsegmented object images from the inclusive class (eaargycles in general).
The model is then used to build a class-specific vector reptatson for images,
where each entry corresponds to a model’s part. In the sestagé we train a
standard discriminative classifier to classify subclastainces (e.g., cross motor-
cycles) based on the class-specific vector representaéiendescribe extensive
experimental results with several subclasses. The prdpalg®rithm typically
gives better results than a competing one-step algorithia two stage algorithm
where classification is based on a model of the sub-orditass.c

1 Introduction

Human categorization is fundamentally hierarchical, whesitegories are organized in tree-like
hierarchies. In this organization, higher nodes close &rtot describe inclusive classes (like
vehicles), intermediate nodes describe more specific cagsgy(like motorcycles), and lower nodes
close to the leaves capture fine distinctions between abject)., cross vs. sport motorcycles).
Intuitively one could expect such hierarchy to be learrtiaitottom-up or top-down (or both), but
surprisingly, this isnot the case. In fact, there is a well defined intermediate levéhé hierarchy,
calledbasic level, which is learnt first [11]. In addition to learning, this Ehis more primary than
both more specific and more inclusive levels, in terms of mahgr psychological, anthropological
and linguistic measures.

The primary role of basic level categories seems relateddstructure of objects in the world. In
[13], Tversky & Hemenway promote the hypothesis that thdamation lies in the notion of parts.
Their experiments show that basic level categories (like ead flowers) are often described as a
combination of distinctive parts (e.g., stem and petaldjictvare mostly unique. Higher (super-
ordinate and more inclusive) levels are more often desdtilyetheir function (e.g., 'used for trans-
portation’), while lower (sub-ordinate and more specifesjdls are often described by part properties
(e.g., red petals) and other fine details. These pointslastrdted in Fig. 1.

This computational characterization of human categadndtnds parallels in computer vision and
machine learning. Specifically, traditional work in patteecognition focused on discriminating
vectors of features, where the features are shared by altishjwith different values. If we make the
analogy between features and parts, this level of analysippropriate for sub-ordinate categories.
In this level different objects share parts but differ in fregts’ values (e.g., red petals vs. yellow
petals); this is called 'modified parts’ in [13].



Figure 1:Left Examples of sub-ordinate and basic level classificaffop.row: Two motorcycle subordinate
classes, sport (right) and cross (left). As members of the samelbasicategory, they share the same part
structure.Bottom row: Objects from different basic level categories, like a chair and a fack slach natural
part correspondenceRight. Several parts from a learnt motorcycle model as detected in crasspaomt
motorcycle images. Based on the part correspondence we can haéicedrvectors of part descriptions, and
conduct the classification in this shared feature space. (Better sedoiip co

This discrimination paradigm cannot easily generalizehto dlassification of basic level objects,
mostly because these objects do not share common infoenadiits, and therefore cannot be ef-
ficiently compared using an ordered vector of fixed partss phoblem is partially addressed in a
more recent line of work (e.g., [5, 6, 2, 7, 9]), where partdzhgenerative models of objects are
learned directly from images. In this paradigm objects acel@ted as a set of parts with spatial
relations between them. The models are learnt and appligdages, which are represented as un-
ordered feature sets (usually image patches). Learnimayitdigns developed within this paradigm
are typically more complex and less efficient than traddiasiassifiers learnt in some fixed vector
space. However, given the characteristics of human cagegion discussed above, this seems to be
the correct paradigm to address the classification of bagé tategories.

These considerations suggest that sub-ordinate clasisificghould be solved using a two stage
method: First we should learn a generative model for thechzgiegory. Using such a model, the
object parts should be identified in each image, and thegrgg®ns can be concatenated into an
ordered vector. In a second stage, the distinction betwasordinate classes can be done by apply-
ing standard machine learning tools, like SVM, to the réisglordered vectors. In this framework,
the model learnt in stage 1 is used to solve the correspoedanblem: features in the same entry
in two different image vectors correspond since they imgishthe same part. Using this relatively
high level representation, the distinction between subatd categories may be expected to get
easier.

Similar notions, of constructing discriminative classgi@n top of generative models, have been
recently proposed in the context of object localization] [40d class recognition [7]. The main
motivation in these papers was to provide discriminativergroto a generative model, optimized
by maximum likelihood. Thus the discriminative classifier & class in [7, 10] uses a generative
model of the same class as a representation scheimecontrast, in this work we use a recent
learning algorithm, which already learns a generativetical model of basic categories using a
discriminative boosting technique [2]. The new elementinapproach is in the learning of a model
of one class (the more general basic level category) to ahevefficient discrimination of another
class (the more specific sub-ordinates).

Thus our main contribution lies the use of objcet hierargiere we represent sub-ordinate classes
using models of the more general, basic level class. Theoapprrelies on a specific form of
knowledge transfer between classes, and as such it is amaesdf the 'learning-to-learn’ paradigm.
There are several potential benefits to this approach. &istnost important is improved accuracy,
especially when training data is scarce. For an under-sadrglb-ordinate class, the basic level
model can be learnt from a larger sample, leading to a moboéestepresentation for the second stage
SVM and lower error rate. A second advantage becomes agpeainen scalability is considered: A
system which needs to discriminate between many suboedatasses will have to learn and keep
considerably less models (only one for each basic levekgli&duilt according to our proposed

1An exception to this rule is the Caltech 101 experiment of [7], but thereidwzichinative classifiers for
all 101 classes relies on the same two arbitrary class models.
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Figure 2:Left A Bayesian network specifying the dependencies between the hiddablear’;, C; and the
parts scale and locatioli}, X* for k = 1, .., P. The part appearance variabl&% are independent, and so
they do not appear in this networliddle The spatial relations between 5 parts from a learnt chair model.
The cyan cross indicates the position of the hidden object centdRight The implementations of theparts

in a chair image. (Better seen in color)

approach. Such a system can better cope with new subordiaates, since learning to identify a
new class may rely on existing basic class models.

Typically the learning of generative models from unsegrediinages is exponential in the number
of parts and features [5, 6]. This significantly limits thehmess of the generative model, to a point
where it may not contain enough detail to distinguish betwsgbclass instances. Alternatively,
rich models can be learnt from images with part segmentafién9], but obtaining such training
data requires a lot of human labor. The algorithm we use swthirk, presented in [2], learns from
unsegmented images, and its complexity is linear in the murabmodel parts and image features.
We can hence learn models with many parts, providing a rigacbldescription. In section 3 we
discuss the importance of this property.

We briefly describe the model learning algorithm in Sectidn Zhe details of the two-stage method
are then described in Section 2.2. In Section 3 we descripergments with sub-classes from six
basic level categories. We compare our proposed approatted BLP (Basic Level Primacy), to
a one-stage approach. We also compare to another two-gtageaah, called SLP (Subordinate
Level Primacy), in which discrimination is done based on aleto@f the subordinate class. In most
cases, the results support our claim and demonstrate tleeictty of the BLP method.

2 Algorithms

To learn class models, we use an efficient learning methadlyprieviewed in Section 2.1. Sec-
tion 2.2 describes the techniques we use for subclass riticogn

2.1 Efficient learning of object class models

The learning method from [2] learns a generative relatiohgct model, but the model parameters
are discriminatively optimized using an extended boostiragess. The class model is learnt from
a set of object images and a set of background images. Ithageepresented using an unordered
feature sef’(I) with N, features extracted by the Kadir & Brady feature detectar [8le feature
set usually contains several hundred features in varicalesowith considerable overlap. Features
are normalized to uniform size, zero mean and unit variafbey are then represented using their
first 15 DCT coefficients, augmented by the image location of thaufeadnd its scale.

The object model is a generative part-based model Witharts (see example in Fig. 2b), where
each part is implemented by a single image feature. For eathits appearance, location and scale
are modeled. The appearance of parts is assumed to be imggpewhile their location and scale
are relative to the unknown object location and scale. Thjgeddence is captured by a Bayesian
network model, shown in Fig. 2a. It is a star-like model, véhtre center node is a 3-dimensional
hidden node” = (C*l, Cs), with the vectorC‘l denoting the unknown object location and the scalar
C, denoting its unknown scale. All the components of the pad@hdncluding appearance, relative
location and relative log-scale, are modeled using Ganssigtributions with a (scaled) identity
covariance matrix.



Based on this model and some simplifying assumptions, kieéHiood ratio test classifier is approx-
imated by

= maxz Tlglgé) log p(z|C, 8%) — 1)

This classifier compares the first term, which representapipeoximated image likelihood, to a
thresholdv. The likelihood term approximates the image likelihoochgsihe MAP interpretation
of the model in the image, i.e., it is determined by the sirgget implementation of model parts
by image features. This MAP solution can be efficiently fousthg standard message passing in
time linear in the number of part8 and the number of image featurdsg. However, Maximum
Likelihood (ML) parameter optimization cannot be usedgsithe approximation permits part rep-
etition, and as a result the ML solution is vulnerable to ti¢épe choices of the same part. Instead,
the model is optimized to minimize a discriminative lossdtion.

Specifically, labeling object images byl and background images byl, the learning algorithm

tries to minimize the exp loss of the margibi f) = Zfil exp(—y; f(1;)), which is the loss min-
imized by the Adaboost algorithm [12]. The optimization @né using an extended ’relational’
boosting scheme, which generalizes the boosting techmigciassifiers of the form (1).

In the relational boosting algorithm, the weak hypothesesnfnands in Eq. (1)) are not merely
functions of the imagd, but depend also on the hidden variablewhich captures the unknown
location and scale of the object. In order to find good partotiypses, the weak learner is given
the best current estimate 6f, and uses it to guide the search for a discriminative parothgsis.
After the new part hypothesis is added to the modegis re-inferred and the new estimate is used
in the next boosting round. Additional tweaks are added torawve class recognition results, in-
cluding a gradient descent weak learner and a feedback kt@gebn the optimization of the a weak
hypothesis and its weight.

2.2 Subclass recognition

As stated in the introduction, we approach subclass retiognising a two-stage algorithm. In the
first stage a model of the basic level class is applied to tlyeénand descriptors of the identified
parts are concatenated into an ordered vector. In the sestagd the subclass label is determined
by feeding this vector into a classifier trained to identhg tsubclass. We next present the imple-
mentation details of these two stages.

Class model learning Subclass recognition in the proposed framework dependsdrcpnsis-
tency across images, and it is more sensitive to part ideatiifin failures than the original class
recognition task. Producing an informative feature vetamly possible using a rich model with
many stable parts. We therefore use a large number of fegtivie = 400) per image, and a rel-
atively fine grid ofC values, with10 x 10 locations over the entire image afidcales (a total of
N. = 300 possible values for the hidden varialtl§. We also learn large models with = 60
parts? Note that such large values fofy and P are not possible in a purely generative framework
such as [5, 6] due to the prohibitive computational learromplexity ofO(Nf).

In [2], model parts are learnt using a gradient based weakédeawhich tends to produce exag-
gerated part location models to enhance its discrimingioxger. In such cases parts are modeled
as being unrealistically far from the object center. Hereresdrict the dynamics of the location
model in order to produce more realistic and stable partsadutition, we found out experimen-
tally that when the data contains object images with richkgeaunds, performance of subclass
recognition and localization is improved when using moeéth increased relative location weight.
Specifically, a part hypothesis in the model includes apea, location and scale components with
relative weights\; /(A1 + A2 + A3), @ = 1,2, 3, learnt automatically by the algorithm. We multiply
Ao of all the parts in the learnt model by a constant factot @fvhen learning from images with
rich background. Probabilistically, such increase\ofamounts to smaller location covariance, and
hence to stricter demands on the accuracy of the relatieitots of parts.

2In comparison, class recognition in [2] was done wifh = 200, N, = 108 andP = 50.



Subclass discrimination Given a learnt object model and a new image, we match for eadein
part the corresponding image feature which implements thexMAP solution. We then build
the feature vector, which represents the new image, by temating all the feature descriptors
implementing partg, .. P. Each feature is described usingiadimensional descriptor including:

e Thel5 DCT coefficients describing the feature.

e The relative (X,y) location and log-scale of the featuréafiee to the computed MAP value
of C).

e A normalized mean of the featufen — 1) /std(m) wherem is the feature’s mean (over
feature pixels), aneh, std(m) are the empirical mean and stdrefover theP parts in the
image.

e A normalized logarithm of feature varian¢e — ©)/std(v) with v the logarithm of the
feature’s variance (over feature pixels) andtd(v) the empirical mean and std ofover
image parts.

e The log-likelihood of the feature (according to the partsdal).

Inthe end, each image is represented by a vector of |&1gthP. The training set is then normalized
to have unit variance in all the dimensions, and the standevihtions are stored in order to allow
for identical scaling of the test data. Vector represeotatiare prepared in this manner for a training
sample including objects from the sub-ordinate class,abjieom other sub-ordinate classes of the
same basic category, and background images. Finally, arl®&M [3] is trained to discriminate
the target subordinate class images from all other images.

3 Experimental results

Methods: In our experiments, we regard subclass recognition as aybatassification problem

in a retrieval scenario. Specifically, The learning alduoritis given a sample of background images,
and a sample of unsegmented class images. Images are lagatesubclass they represent, or as
background if they do not contain any object from the inslesilass. The algorithm is trained to
identify a specific subclass. In the test phase, the algorithgiven another sample from the same
distribution of images, and is asked to identify images ftbmspecific subclass.

Several methodological problems arise in this scenariost,Fsubclasses are often not mutually
exclusive [13], and in many cases there are borderlinenostawhich are inherently ambiguous.
This may lead to an ill-defined classification problem. Weiéois problem in the current study by
filtering the data sets, leaving only instances with cledrsabclass affiliation. The second problem
concerns performance measurements. The common measdri@ uskated work is the equal error
rate of the ROC curve (denoted here EER), i.e., the erroiirdddavhen the rate of false positives
and the rate of false negatives are equal. However, as disdurs[1], this measure is not well suited
for a detection scenario, where the number of positive eXesrip much smaller than the number of
negative examples. A better measure appears to be the efuralage of the recall-precision curve
(denoted here RPC). Subclass recognition has the samectdraatics, and we therefore prefer the
RPC measure; for completeness, and since the measures divenqualitatively different results,
the EER score is also provided.

The algorithms compared: We compare the performance of the following three algorithm
e Basic Level Primacy (BLP) - The two-stage method for subclass recognition described
above, in which a model of the basic level category is usedrta the vector representation.

e Subordinate level primacy (SLP) - A two-stage method for subclass recognition, in which
a model of the sub-ordinate level category is used to fornvélotor representation.

¢ One stage method - The classification is based on the likelihood obtained bydehof the
sub-ordinate class.

The three algorithms use the same training sample in allxpergments. The class models in all
the methods were implemented using the algorithm desciitb8éction 2.1, with exactly the same
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Figure 3: Object images from the subclasses learnt in our experiments. We @ssabtlasses of 6 basic
classes. The number of images in each subclass is indicated in the pareméxt to the subclass name.
Individual faces were also considered as subclasses, and the andldesmales subclasses above include a
single example from 4 such individuals.

Grand (60) Upright (60)

parameters (reported in section 2.2). This algorithm is metitive with current state-of-the-art
methods in object class recognition [2].

The third and the second method learn a different model foh sabordinate category, and use
images from the other sub-ordinate classes as part of thglmmnd class during model learning.
The difference is that in the third method, classificatioddae based on the model score (as in [2]),
and in the second the model is only used to build a represemtathile classification is done with an
SVM (as in [7]). The first and second method both employ therdison between a representation
and classification, but the first uses a model of the basigogateand so tries to take advantage of
the structural similarity between different subordindtesses of the same basic category.

Datasets We have considered 12 subordinate classes from 6 basicoca®g The images were
obtained from several sources. Specifically, we have reléabsubsets of the Caltech Motorcycle
and Faces databas¢o obtain the subordinates of sport and cross motorcyatesmale and female
faces. For these data sets we have increased the weight tificdtéon model, as mentioned in
section 2.2. We took the subordinate classes of grand piaahelactric guitar from the Caltech 101
dataset and supplemented them with classes of upright piano andicisuitar collected using
google images. Finally, we used subsets of the chairs aniduve background used in [2{o define
classes of dining and living room chairs, dining and coffdglds. Example images from the data
sets can be seen in Fig. 3. In all the experiments, the Catliffick background data was used as the
background class. In each experiment half of the data was fesdraining and the other half for
test.

In addition, we have experimented with individual facesrirthe Caltech faces data set. In this
experiment each individual is treated as a sub-ordinass dbthe Faces basic class. We filtered the
faces data to include only people which have at I@@siages. There wer#9d such individuals,
and we report the results of these experiments using the eream

3Available at http://www.robots.ox.ac.uk/ vgg/data.html.
“4Available at http://www.vision.caltech.edu/feifeili/Datasets.htm
SAvailable at http://www.cs.huiji.ac.il/ aharonbh/#Data.
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Figure 4:Left: RPC error rates as a function of the number of model pArits the two-stage BLP method,

for 5 < P < 60. The curves are presented fbrepresentative subclasses, one from each basic level cate-
gory presented in Fig. Right: classification error of the first stage classifier as a functio” ofThis graph
reports errors for thé basic level models used in the experiments reported on the left gragknéral, while
adding only a minor improvement to inclusive class recognition, addirtg payond0 significantly improves
subclass recognition performance.

Classification results Table 1 summarizes the classification results. We can s¢éddiia two-
stage methods perform better than the one-stage methos sfitivs the advantage of the distinc-
tion between representation and classification, whiclwalithe two-stage methods to use the more
powerful SVM classifier. When comparing the two two-stagehods, BLP is a clear winner inof

the 13 experiments, while SLP has a clear advantage only in a saagle. The representation based
on the basic level model is hence usually preferable for tiediscriminations required. Overall,
the BLP method is clearly superior to the other two methodadst of the experiments, achieving
results comparable or superior to the othersiirof the 13 problems. It is interesting to note that
the SLP and BLP show comparable performance when given tixgdnal face subclasses. Notice
however, that in this case BLP is far more economical, legr@ind storing a single face model
instead of thd 9 individual models used by SLP.

Subclass One stage method| Subordinate level primacy | Basic level primacy
Cross motor. 145  (12.7) 9.9 (3.5) 5.5 (1.7)
Sport motor. 10.5 (5.7) 6.6 (5.0) 4.6 (2.6)
Males 20.6 (12.4) 24.7 (19.4) 219 (16.7)
Females 106 (7.1) 10.6 (7.9) 8.2 (5.9)
Dining chair 6.7 3.6) 0 0) 0 0)
Living room chair | 6.7 (6.7) 0 0) 0 0)
Coffee table 133 (6.2) 8.4 (6.7) 3.3 (3.6)
Dining table 6.7 (3.6) 49 (3.6) 0 0)
Classic guitar 4.9 3.1) 3.3 (0.5) 6.7 (3.2)
Electric guitar 6.7 (3.6) 3.3 (3.6) 3.3 (2.6)
Grand piano 10.0 (3.6) 10.0 (3.6) 6.7 (4.0)
Upright piano 33 (3.6) 10.0 (6.7) 33 (0.5)
Individuals 275 (24.8) 17.9° (7.3) 19.27 (6.5)

Table 1:Error rates (in percents), when separating subclass images frosuhotass and background images.
The main numbers indicate equal error rate of the recall precisiore ¢®&®C). Equal error rate of the ROC
(EER) are reported in parentheses. The best result in each rowis ghbold. For the individuals subclasses,
the mean ovet9 people is reported (marked BY. Overall, the BLP method shows a clear advantage.

Performance as a function of number of parts Fig. 4 presents errors as a function Bf the
number of class model parts. The graph on the left plots RR€€seof the two stage BLP method
onG6 representative data sets. The graph on the right deschibesrors of the first stage class models
in the task of discriminating the basic level classes bamkgd images. While the performance of
inclusive class recognition stabilizes aftei30 parts, the error rates in subclass recognition continue
to drop significantly for most subclasses well bey@&dparts. It seems that while later boosting
rounds have minor contribution to class recognition in tihgt itage of the algorithm, the added
parts enrich the class representation and allow bettefaggrrecognition in the second stage.



4 Summary and Discussion

We have addressed in this paper the challenging problemstihguishing between subordinate
classes of the same basic level category. We showed thatugmentations contribute to per-

formance when solving such problems: First, using a twgestaethod where representation and
classification are solved separately. Second, using arlaageple from the more general basic level
category to build a richer representation. We describeaeaifiptwo stage method, and experimen-
tally showed its advantage over two alternative variants.

The idea of separating representation from classificatiosuch a way was already discussed in
[7]. However, our method is different both in motivation andsome important technical details.
Technically speaking, we use an efficient algorithm to lehengenerative model, and are therefore
able to use a rich representation with dozens of parts (ithE'yepresentation typically includgs
parts). Our experiments show that the large number of maalés pa critical for the success of the
two stage method.

The more important difference is that we use the hierarchyatdiral objects, and learn the repre-
sentation model for a more general class of objects - the bl class (BLP). We show experi-
mentally that this is preferable to using a model of the tesgeordinate (SLP). This distinction and
its experimental support is our main contribution. Comgawéh the more traditional SLP method,
the BLP method suggested here enjoys two significant adyesta-irst and most importantly, its
accuracy is usually superior, as demonstrated by our erpeais. Second, the computational effi-
ciency of learning is much lower, as multiple SVM trainingsiens are typically much shorter than
multiple applications of relational model learning. In @xperiments, learning a generative rela-
tional model per class (or subclass) required 12-24 houngevBVM training was typically done
in a few seconds. This advantage is more pronounced as theemafisubclasses of the same class
increases. As scalability becomes an issue, this advabtagmnes more important.
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